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Abstract
Ontologies and knowledge graphs (KGs) are general-purpose computable representations of some domain, such as human anatomy, and are 
frequently a crucial part of modern information systems. Most of these structures change over time, incorporating new knowledge or information 
that was previously missing. Managing these changes is a challenge, both in terms of communicating changes to users and providing mecha-
nisms to make it easier for multiple stakeholders to contribute. To fill that need, we have created KGCL, the Knowledge Graph Change Language 
(https://github.com/INCATools/kgcl), a standard data model for describing changes to KGs and ontologies at a high level, and an accompanying 
human-readable Controlled Natural Language (CNL). This language serves two purposes: a curator can use it to request desired changes, and 
it can also be used to describe changes that have already happened, corresponding to the concepts of “apply patch” and “diff” commonly 
used for managing changes in text documents and computer programs. Another key feature of KGCL is that descriptions are at a high enough 
level to be useful and understood by a variety of stakeholders—e.g. ontology edits can be specified by commands like “add synonym ‘arm’ to 
‘forelimb’” or “move ‘Parkinson disease’ under ‘neurodegenerative disease’.” We have also built a suite of tools for managing ontology changes. 
These include an automated agent that integrates with and monitors GitHub ontology repositories and applies any requested changes and a 
new component in the BioPortal ontology resource that allows users to make change requests directly from within the BioPortal user interface. 
Overall, the KGCL data model, its CNL, and associated tooling allow for easier management and processing of changes associated with the 
development of ontologies and KGs.
Database URL: https://github.com/INCATools/kgcl
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Introduction
Ontologies are structures that encode concepts and entities in 
a particular domain in a way that facilitates data standard-
ization as well as a wide variety of inferential tasks. They 
are crucial to many modern information systems. Ontologies, 
such as the Gene Ontology (GO), are used daily to interpret 
high-throughput experimental data. Anatomic and cell type 
ontologies, such as the Cell Ontology [1] and Uberon [2], are 
crucial for projects like HuBMAP [3] and the Human Cell 
Atlas [4] that aim to provide a molecular map of the bodies of 
humans and other organisms. In the clinical realm, ontologies, 
such as the Human Phenotype Ontology [5], are being used to 
standardize the representation of phenotypes in patients and 
for supporting applications such as phenotype-based variant 
prioritization. Ontologies can be distributed and accessed via 
portals such as BioPortal [6], OntoBee [7], and the Ontology 
Lookup Service [8].

Ontologies often have a graph-like structure and are fre-
quently incorporated into knowledge graphs (KGs), which 
augment the textbook knowledge in an ontology with addi-
tional evidence-backed knowledge about individual entities. 
Examples of KGs in the biosciences include Hetionet [9], Phe-
KnowLator [10], and KG-COVID-19 [11]. Ontologies and 
KGs are similar structures, with different emphases. Ontolo-
gies may emphasize expressive logical structures, and KGs 
typically emphasize simpler interconnections.

While ontologies and KGs vary tremendously in their appli-
cations, structure, and formalisms, a common underlying 
element is “change.” They are not static. It is rare for a 
domain to be represented with perfect accuracy and complete-
ness on the first attempt; instead, there is a constant process 
of refinement, as part of a complete lifecycle, involving many 
stakeholders. Figure 1, which shows the number of changes 
in GO terms between releases, illustrates this continual pro-
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Figure 1. Changes in GO terms (number created, merged, or obsoleted) between major releases between late 2018 and early 2024.

cess of change in response to new knowledge. GO was first 
released over 20 years ago, yet its rate of change remains 
high and even increases, as the available pool of relevant 
knowledge continues to grow.

Changes to ontologies generally fall into several categories: 
adding a new element, obsoleting an existing element, merg-
ing two elements, and adding/deleting/modifying information 
associated with an element (such as definitions, synonyms, 
or taxon restrictions). Changes can occur in response to 
new knowledge, new terminology, improved modeling of 
knowledge, or simply to correct previous errors. Changes 
can be instigated by requests from the community, but 
they are typically applied by expert curators and ontology
editors.

Despite the constant factor of change, there is surprisingly 
no single agreed-upon way to “represent or communicate” 
ontology changes. This is a major technical and commu-
nication obstacle for KGs and ontologies. This obstacle is 
presented in two ways (Fig. 2). The first way is how changes 
that have been made “retrospectively” are communicated to 
stakeholders (i.e. “diffs”). This is shown on the left side of 
Fig. 2: comparing two ontologies O1 and O2 via a “diff” 
operation yields a Change object representing the most parsi-
monious set of changes to go from O1 to O2; in this case, the 
change is moving Node E from under Node C to under Node 
B. The “diff” operation can be used to describe retrospective 
changes that have happened to an ontology over time.The 
second way is how contributors communicate “prospective” 
desired changes to the KGs (i.e. “patches”). An example of 

a prospective change is shown on the right side of Fig. 2: 
“applying” a Change object to O1 yields O2. T The “apply” 
operation can be used to describe intended changes to an 
ontology prospectively. A typical workflow is for a domain 
expert or curator to ask for a change in natural language, 
sometimes in the form of an issue/ticket in the GitHub project 
for an ontology. A specialized ontology editor then translates 
this request into a sequence of actions in an ontology devel-
opment environment, such as Protégé [12, 13] or WebProtege 
[14]. This is a repetitive and time-consuming task with many 
inefficiencies, and it relies on the availability of ontology edi-
tors to process these change requests. Another challenge in 
ontology editing is that different ontologies implement differ-
ent workflows. Sometimes these are documented, and some-
times one ontology will partially or fully adopt procedures 
from another ontology. There is an overall lack of common-
ality, which makes it harder to automate and, for curators, 
to transfer practice from one ontology to another. Standard-
izing these processes can reduce the number of mistakes and 
increase efficiency.

Community need for a change language and 
associated tools
To better understand what curators and ontology developers 
need from a change language, we hosted a virtual workshop 
in 2023 on change languages in ontologies. In order to scope 
the workshop, we focused on the kinds of biological ontolo-
gies found in ontology repositories such as BioPortal and, in 
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Figure 2. Logic of ontology changes.

particular, ontologies that are part of the OBO Foundry [15]. 
Before and during the workshop, we surveyed the commu-
nity of biomedical ontology users and developers on a range 
of topics [16], including what tools they used to generate 
ontology diffs, how satisfied they were with those tools, and 
how they made changes to ontologies. We also demonstrated 
and solicited feedback on a proposed standard for represent-
ing ontology changes [which became the Knowledge Graph 
Change Language (KGCL)].

In our survey of ontology users, when asked how important 
it was for them to stay informed about changes to ontolo-
gies they use, 82% rated it as extremely or very important. 
The two tools that participants mentioned for generating diffs 
were the ROBOT ontology tool [17] and the Bubastis ontol-
ogy diff tool [18]. ROBOT offers an ontology diff operation 
among its many different ontology processing operations and 
can operate over ontologies in OBO format or any OWL syn-
tax. Bubastis is a dedicated ontology diffing tool that has been 
integrated into BioPortal and other OntoPortal end points. 
It is automatically executed for each new ontology release, 
allowing users to easily download and view changes. Both 
operate by performing setwise diff of OWL axioms, which 
gives a precise computable representation of changes, but at 
a lower level than how many ontology developers conceive 
of changes. For example, the NodeMode operation in Fig. 2 
would be represented as two changes, a deletion and an inser-
tion. In our surveys, users reported that they would be more 
satisfied with a higher-level representation and presentation of 
changes.

In addition to ROBOT and Bubastis, other ontology diffing 
frameworks include the QuickGO Change Log [19], GOtrack 
[20], and the COnto-diff framework [21]. Although these 
were not mentioned by survey participants in the list of tools 
they use, these three frameworks provide complementary 
and powerful ways of viewing and understanding changes in 
ontologies. Both the QuickGO Change Log and GOtrack are 
specific to the GO. The QuickGO Change Log is integrated 
into the QuickGO ontology browser and allows users to see 
changes to the GO in the context of other information and 
annotations about that term. GOtrack allows users to analyze 
the impact of changes on the GO. COnto-diff provides ontol-
ogy diffing for any OWL ontology and pioneered the use of a 
taxonomy or classification of change types (see the “Aligning 
with related work” section).

Based on feedback from the workshop participants, there 
was a clear need for a standardized, high-level way of rep-
resenting changes in ontologies. A total of 82% of survey 
respondents said that it was very important (4 or 5 on a scale 

of 1–5) for them to understand changes in the ontologies they 
used, while only 8% were satisfied with the current methods 
for viewing such changes. The survey results and direct feed-
back from workshop participants showed that there was a 
strong desire for improved methods for describing changes to 
automated agents that could apply these changes seamlessly to 
existing ontologies. We realized that a thoughtfully designed 
approach to encoding ontology changes could extend beyond 
ontologies and be applicable to knowledge bases and KGs 
more generally.

The change language workshop also covered the applica-
tion of changes to ontologies. When we surveyed the commu-
nity of people who use and/or build ontologies and asked how 
they request changes in an ontology, almost all of them were 
following the workflow just described, although some were 
technically skilled enough to make Pull Requests (PRs) in the 
ontology repository to accomplish the desired changes. Only 
17% said that they were very or extremely satisfied with the 
turnaround time for the changes to happen. This dissatisfac-
tion makes it clear that the current human-powered process 
of making ontology changes is not sufficient to keep up with 
demand and that mechanisms to speed up the process are 
needed.

Knowledge Graph Change Language provides 
a standard for describing ontology changes
To address the need for a standardized way to express changes 
in ontologies, we created KGCL. KGCL can represent com-
mon ontology editing operations (such as modifying a label or 
a definition, obsoleting a term, moving a term under another 
parent term, etc.). To represent these operations unambigu-
ously and computably, we designed a Controlled Natural 
Language (CNL), which is a subset of a natural language (in 
this case, English) that restricts the grammar and vocabulary 
to reduce ambiguity and complexity. This CNL is designed 
to be as close to natural language (US English) as possible, 
yet to be unambiguously parseable by machines. As an exam-
ple, the KGCL command to change the name of the ontology 
term with the ID ENVO:01000575 from “wax” to “oil” is 
“rename ENVO:01000575 from ‘wax’ to ‘oil.’”

KGCL consists of three primary components (Fig. 3):

(i) A schema and taxonomy (classification) of change types
(ii) A CNL for specifying ontology changes

(iii) Multiple serialization formats such as JSON, YAML, 
and RDF, as well as tabular formats for use in spread-
sheets.
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Figure 3. Overview of the three components of KGCL: (a) A classification of change types (here showing that NodeRename is a subtype of 
NodeChange and a sibling of NodeCreation and NodeDeletion); (b) A CNL for expressing changes in a simple human-readable yet computable syntax; (c) 
A data model that can be directly serialized in different syntaxes (here showing a NodeRename instance serialized as YAML).

A classification of types of ontology changes
KGCL organizes different kinds of changes into a classifica-
tion hierarchy, such that all changes that affect terms (nodes) 
are in one branch and all changes that affect relationships 
(edges) are in another branch—see Table 1. The classifica-
tion and terminology are also available to browse in BioPortal 
(https://bioportal.bioontology.org/ontologies/KGCL) and are 
available from the PURL https://w3id.org/kgcl/kgcl.owl.ttl. 

Change data model
We expressed the aforementioned hierarchy in a semantic 
data model. The data model describes the attributes of each 
change type. Some attributes, such as the “id” attribute (a 
unique identifier for tracking each change), are shared across 
all change types. Other attributes are specific to individual 
types of change.

For example, as shown in Fig. 3, the NodeRename class 
has an attribute “about_node” (shared by all NodeChange 
objects, describing the node or term to be acted on), as well 
as “old_value” and “new_value,” describing the name/label 
to be changed and the replacement name/label.

We use LinkML [22] to express the KGCL data model. 
LinkML is an open-source data modeling framework that 
provides flexible modeling features such as class hierarchies, 
mappings to other models, a rich semantic framework, and in-
line documentation for all model objects. LinkML also allows 
the data model to be expressed using other technologies, such 
as OWL or JSON-Schema, and LinkML tooling generates the 
KGCL website (https://w3id.org/kgcl), model diagrams, and 
documentation directly from the model itself.

Serialization formats and Controlled Natural Language 
expression
KGCL can be serialized and deserialized using different syn-
taxes. The canonical syntax for KGCL is the KGCL CNL, 
which is intended to be easily read and written by humans, 

but is also parseable by machines. The KGCL CNL is speci-
fied by a grammar using the Lark formalism [23]. KGCL can 
be serialized as JSON, YAML, or RDF, if there is no need for 
human readability. A tabular form is also available for use in 
spreadsheets, but this is less expressive than the other forms.

A tool suite for working with Knowledge 
Graph Change Language
We have developed tools aimed at ontology developers, cura-
tors, and software developers to help with common tasks 
related to change management. These tools include an auto-
mated agent (Ontobot) that waits for requests from cura-
tors on GitHub issue trackers and then enacts these changes 
on an ontology, a widget for the BioPortal ontology portal 
that allows users to make change requests in the BioPor-
tal user interface, and software libraries and command-line 
tools in Java and Python that can be used by advanced
users.

Ontobot: an automated agent for applying curator 
change requests
Many ontologies are managed in GitHub [24], with GitHub 
issues used to manage change requests from users and GitHub 
PRs to suggest these changes. This is currently a manual and 
time-intensive process, in which an ontology editor will read 
through ontology issues, carry out the requested changes using 
an ontology development tool such as Protégé, and then make 
a PR, which is later reviewed and merged. We created an 
automated agent called Ontobot that simplifies this workflow 
by automating the time-consuming intermediate steps in this 
workflow.

Ontobot is integrated with GitHub using the GitHub 
Actions mechanism [25]. GitHub Actions is a lightweight 
method for automating tasks in a GitHub repository and is 

https://bioportal.bioontology.org/ontologies/KGCL
https://w3id.org/kgcl/kgcl.owl.ttl
https://w3id.org/kgcl
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Table 1. Types of changes supported by KGCL, grouped into Node 
Changes and Edge Changes, with example KGCL command for each type, 
using the Uberon anatomy ontology

Change type Description Example command

NodeChange
NodeRename A node change 

where the name 
(aka rdfs:label) of 
the node changes

Rename 
UBERON:0002398 
from “hand” to 
“manus”

NodeObsoletion Deprecates usage of 
the node, but does 
not delete it

Obsolete 
“trachea” (alter-
natively: obsolete 
“UBERON:0003126”)

NodeDeletion Deletes a node from 
the graph

Delete node “heart”

ClassCreation A node creation 
where the node is a 
class (as opposed to 
a relation)

Create “digestive 
system”

Synonym Replace-
ment

A node synonym 
change where the 
text of a synonym is 
changed

Replace syn-
onym “intestine” 
with “gut” for 
“alimentary canal”

NewTextDefinition A node change 
where a de novo text 
definition is created

Add definition “A 
muscular organ 
that pumps blood 
through the body” 
to “heart”

Remove TextDefini-
tion

A node change 
where a text 
definition is deleted

Remove definition 
for “liver”

NodeTextDefinition 
Change

A node change 
where the text 
definition is changed

Change definition 
of “kidney” to “An 
organ that filters 
blood to produce 
urine”

NewSynonym A node synonym 
change where a de 
novo synonym is 
created

Create exact syn-
onym “thigh bone” 
for “femur”

RemoveSynonym A node synonym 
change where a 
synonym is deleted

Remove synonym 
“arm bone” for 
“humerus”

EdgeChange
EdgeCreation An edge change in 

which a de novo
edge is created

Create edge “hep-
atocyte” part_of 
“liver”

EdgeDeletion An edge change in 
which an edge is 
removed

Delete edge “hep-
atocyte” part_of 
“lung”

NodeMove A combination of 
deleting a parent 
edge and adding a 
parent edge

–

PredicateChange An edge change 
where the predicate 
(relationship type) is 
modified

Change relationship 
between “stomach” 
and “digestive sys-
tem” from “is_a” to 
“part_of”

the easiest way of bringing new features to GitHub users; they 
can be developed, tested, and deployed quickly and do not 
require additional infrastructure. The maintainers of an ontol-
ogy repository can easily deploy Ontobot, after which it will 
monitor the GitHub repo, where it watches for issues with a 
specific text string: “Hey ontobot! apply:” followed by a bul-
leted list of ontology change requests, written in the KGCL 

CNL syntax. The agent will then carry out the request, gener-
ating a GitHub PR that will make the requested change(s) in 
the ontology source file. The PR can be quickly reviewed and 
merged by the maintainers of the ontology.

Figure 4 shows an example of this process in which a user 
requests the addition of a synonym to a term in the Mondo 
Disease Ontology (MONDO) and Ontobot creates a PR to 
make the change in the ontology file, which needs to be 
approved by a Mondo curator. In this example, Ontobot is 
invoked by a user via a GitHub issue to add a synonym to a 
MONDO term. Step 1: The user opens a GitHub issue in the 
ontology repository requesting an ontology change. The issue 
includes the special instruction “## Hey ontobot! apply:” fol-
lowed by commands in KGCL CNL syntax describing the 
desired change(s) (here, adding an exact synonym to a term). 
Step 2: The Ontobot change agent, which watches the issue 
tracker for the “Hey ontobot” instruction, sees this issue and 
responds to it. Step 3: Ontobot creates a PR that will execute 
the requested change to the ontology. Curators are assigned to 
review the PR; it cannot be merged until at least one curator 
approves it. Step 4: Once the curator approves the proposed 
change, it is merged into the ontology and incorporated into 
the next release, where it is available for use by all.

User-friendly suggestion of ontology changes via 
BioPortal
The BioPortal ontology portal provides access to a wide selec-
tion of biomedical ontologies and tools for working with 
them. A new BioPortal widget, still in development, provides 
an easy way for biocurators to suggest changes to an ontology 
they work on. Under the hood, this widget uses KGCL CNL 
to express the desired ontology changes and invokes Ontobot 
to create the corresponding PR in GitHub. As we showed in 
the last section, biocurators can go directly to GitHub and 
open an issue to call Ontobot; the BioPortal widget provides 
an even simpler and more user-friendly interface that does not 
require any knowledge of KGCL.

When BioPortal users browse ontology classes, the new 
widget provides easy access to forms in the user interface for 
entering information about proposed changes (Fig. 5). Each 
form presented to users has the necessary fields to collect data 
that are specific to the various change types—e.g. for the addi-
tion of a synonym, a dropdown field allows the user to specify 
the type of synonym such as exact, narrow, broad, or related. 
In the example illustrated in Fig. 5, a BioPortal user opens 
the Mondo term “neurodevelopmental-craniofacial syndrome 
with variable renal and cardiac abnormalities” (Step 1). The 
user decides to request the addition of a synonym, so they click 
the “+” button at the right of the Synonyms row, which brings 
up a form that requests information about the change (Step 2). 
The user enters the desired new synonym (ZMYM2-related 
neurodevelopmental disorder with multiple anomalies) and 
selects the synonym type (“exact”) from a pull-down menu. 
When the form is submitted, BioPortal creates a new GitHub 
issue in the Mondo repository invoking Ontobot to make the 
change and displays a message (Step 3) with a hyperlink to let 
the user go to the issue in GitHub.

When users submit change request proposals, BioPortal 
collects the data and generates issues that are sent to GitHub 
in the repository where the ontology source file is maintained. 
The issues have human-readable titles, and the body contents 
hold a machine-processable string that precisely describes the 
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Figure 4. An example of a user-initiated change request handled by Ontobot.

requested change as a KGCL command, as described in the 
previous section. Figure 5 shows an example of how a user 
can request an ontology change, such as adding a synonym to 
a term, in BioPortal.

Since a good deal of text across these issues is common, we 
used Ruby’s ERB templating system [26] to build templates 
for each change request type. For example, a GitHub issue 
title template for adding a synonym to a class appears in the 
BioPortal codebase as follows:

 Proposal: add synonym ’<%= synonym_label %>’ for
<%= concept_label %>

After form submission, the template is evaluated and the 
appropriate fields are dynamically replaced to create the 
human-readable version—e.g.

 Proposal: add synonym ‘cortical visual impairment’ 
for cortical blindness

BioPortal currently supports four KGCL change request 
types: synonym creation, synonym removal, class obsoletion, 
and class renaming. We plan to continue adding support for 
additional change request types (Table 1). The change request 
functionality is also configurable on a per-ontology basis, 
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Figure 5. Requesting an ontology change in BioPortal.

since not all BioPortal users store their ontology source files 
in GitHub. We currently enable this functionality for four 
prominent ontologies in BioPortal including Mondo, GO, the 
Environment Ontology (ENVO) [27], and Uberon.

Developer tools for working with Knowledge Graph 
Change Language
Several tools that we developed or adapted to provide back-
end support for Ontobot [including Ontology Access Kit 
(OAK) and KGCL-Java] can also be leveraged by advanced 
users and developers who want to add KGCL support to their 
applications. Currently, not all tools support all features of 
KGCL.

Python and Ontology Access Kit
The OAK [28] provides both a command-line interface and a 
Python API for two operations: (i) a “diff” operation, which 
takes as input two ontologies and provides a KGCL diff and 
(ii) an “apply” operation, which takes an ontology plus KGCL 
commands as input and generates a modified ontology. For 
both commands, the KGCL CNL and serialized data models 
in YAML and JSON are supported.

Java and ROBOT
In parallel with the Python implementation described ear-
lier, we have also developed a support library for Java, 
KGCL-Java. The KGCL-Java library provides both a direct
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translation of the KGCL data model into plain Java classes, 
which can be used for arbitrary manipulations of KGCL 
objects in a Java application, and a set of accompanying 
classes to facilitate working with KGCL. It includes a parser 
and serializer to convert KGCL objects to and from the KGCL 
CNL and classes to implement the changes represented by 
KGCL objects into OWL axioms so that the changes can be 
applied to an OWL ontology. Those classes are built on the 
OWL API library [29], which underpins several widely used 
ontology tools such as the Protégé ontology editor and the 
command-line ontology manipulation tool ROBOT (15); this 
opens the way for bringing KGCL support to such tools.

As a case in point, using the KGCL-Java library, we have 
developed a KGCL plugin for ROBOT, which adds a new 
“apply” command to the ROBOT toolkit. This command 
takes one or more KGCL changes expressed in the KGCL 
CNL, either directly from the command line or by reading 
from a file, and applies them to an ontology as part of a 
ROBOT pipeline, e.g.

 robot apply -i input.owl -k “obsolete EX:1234 with 
replacement EX:5678” -o output.owl

Future work
Delayed applications of changes
We are considering the possibility of using KGCL to represent 
provisional changes: changes that are being proposed, but are 
not yet accepted into the target ontology or KG for some rea-
son (e.g. because the editors need more time to assess whether 
they are correct). We envision a “provisional mode” for KGCL 
applications, where the changes that are being described using 
KGCL syntax are not directly applied to the target ontology, 
but instead “stored” as KGCL objects within the ontology 
until they are either approved (in which case they will then be 
effectively applied) or rejected. The main benefits of such an 
approach—compared to, e.g. keeping provisional changes as 
PRs waiting to be merged in a repository—is that the changes 
would be directly visible in the ontology itself and could be 
queried and manipulated like any other ontological entity 
using standard ontology tools and libraries.

How exactly KGCL objects should be stored in an ontol-
ogy is still under consideration. Our current approach is to 
represent them as annotations on the very ontological entities 
that they are intended to modify.

A draft implementation of the “provisional mode” is avail-
able in the KGCL-Java library and ROBOT plugin, where 
a command like robot apply -k “obsolete EX:1234”– pro-
visional will store a NodeObsoletion KGCL object into the 
ontology (instead of actually obsoleting the EX:1234 class), 
and conversely a command like robot apply –pending all will 
effectively apply all the provisional changes currently stored 
in the ontology.

Viewing diffs in BioPortal
KGCL makes it possible to decouple the representation of 
changes from the process of computing them. It provides a 
higher-level way to communicate changes that correspond to 
how ontologists and curators think of those changes, abstract-
ing away from low-level RDF or OWL diffs. In the future, we 
plan to use KGCL to support BioPortal’s change reporting to 
show the differences between two versions of an ontology.

Extension of the core model to support multiple 
flavors of KGs and ontologies
While our primary use case is changes in ontologies, we have 
aimed to keep the data model generic enough to use with gen-
eralized KGs. We aim to deploy KGCL within our Knowledge 
Graph Hub framework [30], showing at a high level how KGs 
change over time. For example, the KGCL “edge change” 
operations are intended to be used with any KG and are 
not limited to particular OWL axiom types such as subclass 
axioms. They are also intended to support property graph 
style, KGs, where individual edges can be annotated with 
additional contextual information, such as the kind described 
in the Biolink model [31]. However, some users have requested 
full support for more complex axiom types, including logical 
definition style equivalence axioms commonly found in OBO 
ontologies, so we plan to add these in the future.

Artificial Intelligence applications and evaluations
KGCL is fundamentally a tool to help humans communi-
cate about changes in ontologies, either to communicate what 
changes have been made or to request desired changes. Gen-
erative Artificial Intelligence (AI) and Large Language Models 
(LLMs) can complement the use of KGCL for both these 
tasks. Our previous work has demonstrated that LLMs can 
be used under the supervision of expert users to assist with 
the generation of new terms [32]. However, as our com-
munity survey showed, many of the bottlenecks in ontology 
development are around making other kinds of changes to 
ontologies. To enable the use of LLMs for ontology changes, 
we developed a prototype ChatGPT plugin that can be used 
to generate KGCL CNL from free text descriptions of changes 
[33]. This plugin has the limitation that it has to be used 
within the ChatGPT UI, limiting broader uptake and making 
it hard to evaluate. To remedy this, we have started construct-
ing an AI change evaluation set by mining GitHub issues and 
associated PRs across ontology GitHub repos. For each PR 
that can be associated with a change, we generate a KGCL 
CNL description of the changes, together with the issue his-
tory associated with that PR. Our intent is to use this in 
Retrieval Augmented Generation applications and incorpo-
rate this into the Ontobot change agent. Our goal is to allow 
Ontobot to read any issue in a GitHub repo (whether in 
CNL syntax or plain natural language) and generate a PR, 
using the previous history of changes, and information in 
the ontology as context. The evaluation set and an associ-
ated LangChain [34] agent are available from our GitHub
repo [35].

Aligning with related work
Our work is influenced by existing OWL-level diffing tools 
such as ROBOT and Bubastis. The data model we have 
devised has similarities to the model used in the COnto-
Diff framework, as well as work summarized in Groß et al. 
[36], the DIACHRON framework [37], and the more recent 
DynDiff framework [38]. The emphasis of our efforts has 
been on the creation of a human-readable CNL that can 
serve as a means of communication between humans and 
machines. We have commenced efforts to align and map these 
data models and provide bridges between these tools. Sim-
ple changes have largely been mapped to their counterparts in 
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COnto-Diff, DIACHRON, and DynDiff. For instance, Node-
Move is mapped to move(c, C_To, C_From), Move_Class(a, 
B1, B2)/Move_Property(a, B1, B2), and moveC(c, B1, 
B2)/moveP(p, B1, B2) accordingly. Specific changes within the 
KGCL framework, such as NodeMappingChange and Pred-
icateChange, do not have direct equivalents in these models. 
This is because they focus more on node-related changes (i.e. 
changes pertaining to classes, properties, and instances) rather 
than on edge changes or mappings. Instance-level (ABox) 
changes, like instance addition or deletion, and heuristic 
changes, such as concept merge and split, are yet to be con-
sidered, although as mentioned earlier, the model will be 
extended to accommodate these types of changes based on 
community-driven use cases.

Conclusions
Ontologies and KGs are highly dynamic in nature, undergoing 
frequent changes in the light of new knowledge or improved 
curation. However, change is rarely treated as a first-class 
object. By providing a standardized representation of changes 
in ontologies and KGs, KGCL and its associated tooling pro-
vide a mechanism to help communicate to curators and users 
the changes that have occurred in ontologies over time and a 
mechanism to communicate and enact desired changes in an 
ontology.
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